
Russia, Twitter, and the 2016
 U.S. Presidential Campaign

Introduction
Our research group is focused on a prominent and timely issue: Russia’s use of Twitter to 
influence American political discourse. As Oliver Roeder writes at FiveThirtyEight: 

Earlier this year, as part of special counsel Robert Mueller’s investigation, the Justice 
Department charged 13 Russian nationals with interfering in American electoral and political 
processes. The defendants worked for a well-funded “troll factory” called the Internet 
Research Agency, which had 400 employees, according to one Russian news report. From a 
bland office building in St. Petersburg, the agency ran a sophisticated and coordinated 
campaign to sow disinformation and discord into American politics via social media. This 
often involved Trump’s favorite medium: Twitter.

Millions of the trolls’ tweets have since been removed from the service, and while other 
outlets, most prominently NBC News, have published samplings of them, it has been difficult 
to get a complete sense of the trolls’ strategy and the scale of their efforts. Until now.

Working with two professors at Clemson University, FiveThirtyEight obtained a record of nearly 
three million tweets from accounts associated with Russia’s Internet Research Agency. In 2018 
they made this data available via GitHub so others can analyze “the fullest empirical record to 
date of Russian trolls’ actions on social media.” 

We will use this remarkable data set to help tell the story of how Russia engaged U.S. political 
discourse via Twitter and why that matters.

Natural Language Processing, usually shortened as NLP, is a branch of artificial intelligence that 
deals with the interaction between computers and humans using the natural language. The 
ultimate objective of NLP is to read, decipher, understand, and make sense of the human 
languages. One of the more relevant applications of NLP is to analyze large amounts of text to 
identify whether the text is positive or negative. This allows for a massive amount of data and 
opinions to be extracted without manual parsing.

Because tweets are inherently short and lack formal grammatical structure, full of acronyms, 
slang, emojis, and names, it makes it hard to formalize a structure to correctly parse them. The 
method implemented in this research was the Bag-of-words model. This model disregards 
sentence structure in favor of word frequency, relying on word selection to determine what the 
intended meaning is. This method is typically used for smaller sets of data, where context may 
be incomplete, such as movie reviews or email filtering. While common words like “the”, “a”, “to” 
are usually the highest frequency, they are not the best representation of the text and certain 
stopwords are chosen to reduce computation time and eliminate words that do not directly 
contribute to the meaning of the sentence.

Sentiment Analysis is contextual mining of text which identifies and extracts subjective 
information in material, and helps to understand what the general sentiment is for a given topic. 
This categorizes text based on a value given to each word, positive or negative in polarity, or 0 to 
1 in subjectivity. This helps identify what the person is communicating, without including the 
content that they were discussing. This is used with Bag of Words to classify tweets about 
certain candidates. 

There were multiple problems we ran into on the way. The biggest one is that users will not use 
hashtags consistently. Some users add hashtags to the end of their tweet as a way to contribute 
to a larger conversation, but not directly tied to a sentence, such as “I love going down to Walden 
Pond! #fishing.” Other users replace words within the sentences with hashtags, such as “I love 
#fishing at Walden Pond!” Others still would respond to prompts or questions posed by a 
hashtag as part of a game, such as “ThingsMoreTrustedThanHillary” where the user’s response 
is only a sentence fragment without the hashtag, such as “#ThingsMoreTrustedThanHillary the 
water in Flint.” 

This poses a problem, as the hashtags cannot and should not be removed, as they are usually 
an integral part of the message being delivered. But, a machine cannot read them easily. There 
is also a lack of consistency within how people use them. Some people use CamelCase, which 
replaces spaces with capitalizing each word to make it more readable. This is the easiest to deal 
with - as long as a lowercase letter is followed by an upper case letter, it can be split apart into 
words. Some people use all lower/uppercase, which is much harder to interpret. If we were 
performing this research again, it would probably be worth investing some time into a greedy 
algorithm to match words in the hashtag to split them up. There is a danger in doing this, of 
course, as hashtags don’t always contain real/full words.

Overall, this selection of natural language processing did not produce very insightful data. I 
believe the reason for this is that the Twitter data is especially hard for the NLP to correctly 
analyze because of conflicting clauses. Many of the tweets will compliment one candidate, and 
then put down the other, resulting in a net zero polarity, and both candidate are mentioned. 
Without a more advanced method of NLP, more accurate information is not possible. The other 
problem is that the tweets contain such a small amount of text that one positive or negative word 
could disproportionally outweigh other words, or the tone could be sarcastic and actually mean 
the opposite of the dictionary definition.

Context
In March 2019 U.S. Special Counsel Robert J. Mueller III submitted the Report On The 
Investigation Into Russian Interference In The 2016 Presidential Election, which found “the 
Russian government interfered with the 2016 presidential election in sweeping and systematic 
fashion” (1). Specifically, Russia’s Internet Research Agency (IRA)

used social media accounts and interest groups to sow discord in the U.S. political system 
through what it termed ‘information warfare.’ The campaign evolved from a generalized 
program designed in 2014 and 2015 to undermine the U.S. electoral system, to a targeted 
operation that by early 2016 favored candidate Trump and disparaged candidate Clinton 
(Mueller Report, 4).  

IRA Twitter accounts had tens of thousands of followers and, in January 2018, Twitter notified 
more than 1.4 million users they may have been in contact with an account known to be 
controlled by the IRA (Mueller 15, Jamieson 11).  For more context regarding IRA operations, 
please review Mueller Report Volume 1 Section 2, “Russian ‘Active Measures’ Social Media 
Campaign.”

Research Question
Twitter is fertile ground for agenda setting and social influence regarding candidate performance, 
candidate character, and issue coverage. This is particularly true given the record number of 
tweets about the debates in 2016, and the ways in which U.S. journalists use Twitter.

Presidential debates are an important U.S. civic institution. Debates are a highly watched and 
covered component of U.S. presidential elections. The debates present a specific, highly public 
opportunity for a hostile foriegn power (Russia) to engage in information warfare that undermines 
a civic institution, engages in media agenda setting and/or influences voter political judgment. 

Therefore, we set out with the following question:
Do IRA tweets engage the U.S. presidential debates? If so, what are the key characteristics of IRA 
Twitter engagement with the debates? 
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Dataset Information 
To begin, we must take a look at how the data is distributed based on our question. To start, we 
define the period before a debate takes place as 24 hours before the start of the event, the 
length of the debate is set to one hour and thirty minutes, and the period after a debate is set to 
24 hours after the debate concludes. The dates of the three debates are as follows:

Debate 1
Before:   9/26/16 1:00 a.m. - 9/27/16 00:59 a.m. UTC
During:  9/27/16 1:00 a.m. - 2:29 a.m. UTC
After:  9/27/16 2:30 a.m. - 9/28/16 2:30 a.m. UTC
Debate 2
Before:   10/9/16 1:00 a.m. - 10/10/16 00:59 a.m. UTC
During:  10/10/16 1:00 a.m. - 2:29 a.m. UTC
After:  10/10/16 2:30 a.m. - 10/11/16 2:30 a.m. UTC
Debate 3
Before:   10/18/16 1:00 a.m. - 10/19/16 00:59 a.m. UTC
During:  10/19/16 1:00 a.m. - 2:29 a.m. UTC
After:  10/19/16 2:30 a.m. - 10/20/19 2:30 a.m. UTC
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